
VE5103/ADVANCED EMBEDDED SYSTEM DESIGN 

Dr. V. Sathiesh Kumar                       Department of Electronics Engineering, MIT, India    

UNIT-I: INTRODUCTION 

Complex systems and microprocessors – Embedded system design process – 
Formalism for system design– CPU - Programming Input and Output - Supervisor 
Mode, Exceptions and Traps - Coprocessors - Memory System Mechanism - CPU 
Bus - CPU performance - CPU Power Consumption.   

 

TEXTBOOKS 

1. Wayne Wolf, “Computers as Components - Principles of  Embedded Computing 
System Design”, Morgan Kaufmann Publisher (An imprint from Elsevier), Second 
Edition ,2008. 
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Definition of an Embedded System 

 An Embedded system is a system designed to perform one or few 
dedicated functions often with real time computing constraints. It is 
embedded as a part of a complete device often including hardware 
(mechanical parts, electronic devices) and softwares. 
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History of Embedded Computers 

 Whirlwind- First computer designed to support real-time 
operation at MIT, USA in early 1950. It contains over 4000 vacuum 
tubes. 

Very Large Scale Integration (VLSI) technology allowed us to 
embed a complete CPU on a single chip in 1970’s and termed as 
microprocessor. 

 Intel 4004- First microprocessor designed to be used as an 
calculator. 

Hp-35- First handheld calculator (Several chips are used to 
implement the CPU). 

Automobiles- Determining when spark plugs fire, controlling the 
fuel/air mixture and so on. A high-end automobile may have 100 
microprocessors, but even inexpensive cars today use 40 
microprocessors. 
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EMBEDDED SYSTEM = HARDWARE + SOFTWARE 
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Classification of Microprocessors 

 A 8-bit microcontroller- designed for low-cost applications and 
includes on-board memory and I/O devices. 

   Eg: Atmel- AT89C51, Microchip-PIC 16F877, Motorolla-
68HC11 

 A 16-bit microcontroller- more sophisticated applications that 
may require either longer word lengths or off-chip I/O and memory. 

 Eg: DsPIC, PIC24 Series 

 A 32-bit RISC microprocessor- offers very high performance for 
computation-intensive applications. 

 Eg: PIC 32 Series, ARM Processors (Series 7 and 9) 
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Advantage of Programmable CPU to Hardwired 
Unit 

 It is easier to design and debug. 

 It allows the possibility of upgrades and using the CPU for other 
purposes.  

Why use Microprocessors? 

 Microprocessors are a very efficient way to implement digital 
systems. 

 Microprocessors make it easier to design families of products. 

Faster implementation  of your application than designing your 
own custom logic (Overhead in fetching, decoding and executing the 
program is overcome by a single clock cycle instruction execution 
and pipelining strategy). 

 Many different algorithms can be implemented by simply 
changing the program it executes. 

 Low power consumption. 
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Functionality of Embedded Computing Systems 

 Complex algorithms: Operations performed by the microprocessor 
may be very sophisticated. Eg: In automobiles, microprocessor needs 
to perform complicated filtering functions to optimize the 
performance of the car while minimizing pollution and fuel 
utilization. 

 User interface: Multiple menus , displays, input terminals 
(Keyboard, Touch screen). Eg: Moving maps in Global Positioning 
System (GPS) navigation. 

 Real time: Embedded computing operations must be performed to 
meet deadlines. Failure to meet a deadline is unsafe and can even 
endanger lives (Eg: Controlling brakes on wheel) 

 Multirate: Embedded computing systems needs to support 
different operational speeds (The audio and video portions of a 
multimedia stream run at very different rates, but they must remain 
closely synchronized) 
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Functionality of Embedded Computing Systems 

 Manufacturing cost: Determined by many factors such as type of 
microprocessor used, the amount of memory required and the type 
of I/O devices. 

 Power and energy: Power consumption directly affects the cost of 
the hardware. Energy consumption affects battery life. 
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Challenges in Embedded Computing System Design 

 How much hardware do we need? 

 Too little hardware and the system fails to meet its deadlines, 
too much hardware and it becomes too expensive. 

 How do we meet deadlines? 

 Speed up the hardware-makes system more expensive 

              Increasing the CPU clock rate may not make enough 
difference to execution time, since the program speed may be limited 
by the memory system.  

 How do we minimize power consumption? 

 Excessive power consumption can increase heat dissipation. 
Careful design is required to slow down the noncritical parts of the 
machine for power consumption while still meeting necessary 
performance goals. 
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Challenges in Embedded Computing System Design 

 How do we design for upgradability? 

 Hardware platform may be used for different versions of a 
product, with few or no changes. However we want to be able to add 
features by changing software. 

 Does it really work? 

 Reliability is especially important in some applications, such 
as safety-critical systems. 

 Complex testing. 

 Limited observability and controllability- it is more difficult to 
see what is going on inside the system (watch the values of electrical 
signals if the embedded system does not come with keyboard and 
screen). 

 Restricted development environments-debugging and 
programming the embedded system is carried out using PC. 
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Performance in Embedded Computing 

 The program must meet its deadline (is the time at which a 
computation must be finished). 

 Heart of embedded computing is real-time computing. 

 A large, complex program running on a sophisticated 
microprocessor, may or may not meet the deadline. 

 Analyze the system at several different levels of abstraction. These 
levels include, 

 CPU (pipelined processor with cache). 

 Platform (includes the bus and I/O devices). 

 Program (Programs are very large and the CPU sees only a 
small window of the program at a time). 

 Multitasking (Task interaction with each other). 

 Multiprocessor (Interaction between the processors adds yet 
more complexity to the analysis of  overall system performance).
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Embedded System Design Process-Design 
Methodology 
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Embedded System Design Process-Design 
Methodology 

 In bottom-up design approach, we start with components to build 
a system. Decisions at one stage of design are based upon estimates 
of what will happen later. 

At each step in the design, 
• We must analyze the design  (How we can meet the specifications). 

• We must refine the design to add detail. 

• We must verify the design to ensure that it still meets all system goals, such 
as cost, speed and so on. 
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Embedded System Design Process-Design 
Methodology 

 Requirement: What is needed? Or what we are designing. 
Requirements may be functional or non-functional (performance, 
cost- Manufacturing cost (components and assembly) and 
nonrecurring engineering (NRE) costs (personnel and other costs of 
designing the system), Physical size and weight and power 
consumption-Battery powered systems). 

 Specification: More detailed description of what we want. It does 
not describe about, how the system is built (contains enough 
information to begin designing the system architecture). 

 Architecture: System’s internals begin to take shape. 

 Components: Component identification with respect to the 
architecture built. 

 System integration: Connecting the components to build a 
hardware and an appropriate software needs to be integrated with 
the hardware. 15 
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Embedded System Design Process-Design 
Methodology-Requirement 

 Requirement: What is needed? Or what we are designing. 
Requirements may be functional or non-functional (performance, 
cost- Manufacturing cost (components and assembly) and 
nonrecurring engineering (NRE) costs (personnel and other costs of 
designing the system), Physical size and weight and power 
consumption-Battery powered systems). 

 Sample requirement form : 
• Name (crystallize the purpose of the machine) 

•Purpose (one or two line description of what the system is supposed to do) 

• Inputs and Outputs (Type of data-Analog or Digital or Mechanical inputs, 
Data characteristics- Periodic or occasional arriving  of data and data size, 
Types of I/O devices-Buttons or ADC or video displays) 

•  Functions (more detailed description of what the system does) 

• Performance (computations must be performed within a time frame) 

• Manufacturing cost (to have an idea of the eventual cost range)  

16 

Dr. V. Sathiesh Kumar                       Department of Electronics Engineering, MIT, India    



Embedded System Design Process-Design 
Methodology-Requirement 

  Sample requirement form (continued): 
• Power (estimate the power consumed by the device, System will be battery 
powered or plugged into the wall, Battery powered machines must be much 
more careful about how they spend energy) 

• Physical size and weight (give some indication of the physical size of the 
system to help guide certain architectural decisions) 

 Example 1: Requirement analysis of a GPS moving map, a satellite based 
navigation system 

17 

Dr. V. Sathiesh Kumar                       Department of Electronics Engineering, MIT, India    



Embedded System Design Process-Design 
Methodology-Requirement 

 Functionality: for highway driving and similar uses, not nautical or 
aviation uses that require more specialized databases and functions. 
The system should show major roads and other landmarks available 
in standard topographic databases.  

 

 User Interface: The screen should have at least 400x600 pixel 
resolution. The device should be controlled by no more than three 
buttons. A menu system should pop up on the screen when buttons 
are pressed to allow the user to make selections to control the 
system. 

 

 Performance: The map should scroll smoothly. Upon power-up, a 
display should take no more than one second to appear, and the 
system should be able to verify its position and display the current 
map within 15 s. 
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Embedded System Design Process-Design 
Methodology-Requirement 

 Cost: The selling cost (street price) of the unit should be no more 
than $100. 

 Physical size and weight: The device should fit comfortably in the 
palm of the hand. 

 Power consumption: The device should run for at least eight hours 
on four AA batteries. 
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 more specific (contracts between the customer and the architects) 

 no faulty assumptions  

 it should be understandable enough so that someone can verify 
that it meets system requirements and overall expectations of the 
customer. 

Designers can run into several different types of problems caused 
by unclear specifications like implementing the wrong functionality. 
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 A specification of the GPS system would include several 
components: 

Data received from the GPS satellite constellation 

 map data 

 User interface 

 Operations that must be performed to satisfy customer requests 

 Background actions required to keep the system running, such as operating 
the GPS receiver 
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 Describing how the system implements those functions 
(specifications) is the purpose of the architecture 

 The architecture is a plan for the overall structure of the system 

 Architectural descriptions must be designed to satisfy both 
functional and non functional (cost, speed, power) requirements. 

 Block diagram of the GPS moving map 
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 In hardware block diagram, a CPU is surrounded by memory and 
I/O devices 

 Two memories: a frame buffer for the pixels to be displayed and a 
separate program/data memory for general use by the CPU 

 In software block diagram, a timer has been added to control 
when we read the buttons on the user interface and render data onto 
the screen. 
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 The component design effort builds those components in conformance 
to the architecture and specification. 

 The components will in general include both hardware-FPGAs, boards 
and so on- and software modules. 

 We can make use of standard components and software modules (Eg: 
Standard topographic database- not only is the data in a predefined format, 
but it is highly compresses to save storage)-saves us design time. 

 We will also have to design some components (Eg: PCB design), custom 
programming. 

 We also must ensure that the system runs properly in real time and does 
not occupy a large memory space than is allowed. 

 The power consumption of moving map software is very important 
(Memory accesses are a major source of power consumption, memory 
transactions must be carefully planned to avoid reading the same data 
several times). 
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 Interconnect the components to build a system. 

 Identify the bugs and rectify it. 

 Building up the system in phases and running properly chosen 
tests, we can often find bugs more easily. 

Careful attention to inserting appropriate debugging facilities 
during design  can help ease system integration problems, but the 
nature of embedded computing means that this phase will always be 
a challenge. 
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 Unified Modeling Language (UML) is a visual language to 
represent design tasks such as creating requirements, specifications, 
architecting the system, designing code and designing tests. 

 UML is useful because it encourages design by successive 
refinement and progressively adding detail to the design, rather than 
rethinking the design at each new level of abstraction. 

 UML is an object-oriented modeling language. Two concepts of 
importance are, 

• encourages the design to be described as a number of interacting objects, 
rather than a few large monolithic blocks of code. 

• at least some of those objects will correspond to real pieces of software or 
hardware in the system. 

 UML is so rich, there are many graphical elements in a UML diagram. 
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 Object-oriented (OO) specification can be seen in two 
complementary ways, 

• allows a system to be described in a way that closely models real-world 
objects and their interactions. 

• provides a basic set of primitives that can be used to describe systems with 
particular attributes, irrespective of the relationships of those systems 
components to real world objects. 

  UML can be of two categories, 

• Structural Description 

• Behavioral Description  
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 Basic components of the system. 

 An object includes a set of attributes that define its internal state. 

 UML for describing a display (CRT screen) 

 Note: folded corner page icon- It does not correspond to an object 
in the system and only serves a comment. 

 The object is identified in two ways: It has a unique name, and it is 
a member of a class 
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 A class is a form of type definition-all objects derived from the 
same class have the same characteristics, although their attributes 
may have different values. A class defines the attributes than an 
object may have. It also defines the operations that determine how 
the object interacts with the rest of the world. 
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 A class defines both the interface for a particular type of object 
and that objects implementation. 

 Several types of relationships that can exist between objects and 
classes, 

 Association occurs between objects that communicate with each other but 
have no ownership relationship between them. 

 Aggregation describes a complex object made of smaller objects. 

 Composition is a type of aggregation in which the owner does not allow 
access to the component objects. 

 Generalization allows us to define one class in terms of another. 

 UML allows to define one class in terms of another. 

 A derived class inherits all the attributes and operations from its 
base class. 
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 Inheritance has two purposes, 
 allows us to succinctly describe one class that shares some characteristics 
with another class. 

 it captures those relationships between classes and documents. 

 UML also allows us to define multiple inheritance, in which a class 
is derived from more than one base class. 
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 A link describes a relationship between objects. 

 Association is to link as class is to object. 
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 One way to specify the behavior of an operation is a state machine. 

 State machines will not rely on the operation of a clock, as in 
hardware, rather, changes from one state to another are triggered by 
the occurrence of events. 

 An event may originate from outside (pressing a button) or from 
inside (when one routine finishes its computation and passes the 
result on to another routine). 

35 

Behavioral Description 

Dr. V. Sathiesh Kumar                       Department of Electronics Engineering, MIT, India    



 Three types of events defined by UML, 
 A signal is an asynchronous occurrence (<<signal>>- defined in UML). 

 A call event follows the model of a procedure call in a programming 
language. 

 A time-out event causes the machine to leave a state after a certain amount 
of time (tm(time-value)- defined in UML). The time-out is generally 
implemented with an external timer. 
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 A sequence diagram is somewhat similar to a hardware timing diagram, 
although the time flows vertically in a sequence diagram, whereas time typically 
flows horizontally in a timing diagram. 

 A sequence diagram is designed to show a particular scenario or choice of 
events. 
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 The sequence shows what happens when a mouse click is on the menu region. 
Processing includes three objects shown at the top of the diagram. Extending 
below each object is its lifeline, a dashed line that shows how long the object is 
alive. 

 Focus of control in the sequence, that is, when the object is actively processing. 
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 Input and output devices have analog or non-electronic 

component. Ex: a disk drive has a rotating disk and analog 

read/write electronics but the data are stored in digital format 

CPU-Programming Input and Output 
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 The interface between the CPU and the device’s internals is a set 

of registers. 

 Data registers hold values that are treated as data by the device, 

such as the data read or written by a disk. 

 Status registers provide information about the device’s 

operation, such as whether the current transaction has completed. 

Read only registers. 

CPU-Programming Input and Output 
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 used for serial communications 

 UART is programmable for a variety of transmission and reception 

parameters 

 

 

 

 Start bit (a 0) allows the receiver to recognize the start of a new 

character 

Stop bit (a 1) indicates the end of transmission of data 

 

Application Example-8251 UART 
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 Baud rate= No of bits transmitted or received/sec 

  The parameters for  the serial communications are, 

 the baud rate 

 the number of bits per character (5 through 8) 

 whether parity is to be included and whether it is even or odd 

 the length of a stop bit (1, 1.5 or 2 bits) 

 UART includes one 8-bit register that buffers characters between 

the UART and the CPU bus 

Application Example-8251 UART 
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 Transmitter Ready output- indicates that the transmitter is 

ready to send 

 Transmitter Empty signal goes high when the UART has no 

characters to send 

 Receiver Ready pin goes high when the UART has a character 

ready to be read by the CPU 

 

Application Example-8251 UART 
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 Microprocessors can provide programming support for input and 

output in two  ways: I/O instructions (in and out instructions in 

Intel x86- These instructions provide a separate address space for 

I/O devices-Ported I/O) and memory-mapped I/O (provides 

addresses for the registers in each I/O device) 

 Programs use the CPU’s normal read and write instructions to 

communicate with the devices 

 

Input and Output Primitives 
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Input and Output Primitives 
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Memory-mapped I/O in Assembly 
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 Traditional names for functions that read and write arbitrary 

memory locations are peek and poke 

 

 

 To read a device register we can write, 

 

Memory-mapped I/O in C 
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To write to the status register, 

 

 

 These functions can, of course, be used to read and write arbitrary 

memory locations, not just devices 

 

Memory-mapped I/O in C 
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 I/O devices are much slower than the CPU and may require many 

cycles to complete an operation. 

 CPU must wait for one operation to complete before starting the 

next one. CPU does this by checking the status registers of an I/O 

device. 

 Asking an I/O device whether it is finished by reading its status 

register is often called polling. 

 

 

  

Busy-Wait I/O 
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 To write a sequence of characters to an output device. Device has 

two registers: one for the character to be written and a status 

register. 

 The status register value is 1 when the device is busy writing and 

0 when the transaction has completed. 

 

 

  

Busy-Wait I/O Programming 
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Busy-Wait I/O Programming 
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 Busy-wait I/O is extremely inefficient- the CPU does nothing 

but test the device status while the I/O transaction is in progress. In 

many cases, the CPU could do useful work in parallel with the I/O 

transaction, such as, 

 computation, as in determining the next output to send to the 

device or processing the last input received 

 control of other I/O devices 

 Interrupt mechanism allows devices to signal the CPU and to force 

execution of a particular piece of code 

 

Interrupts 
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 When an interrupt occurs, the program counters value is changed 

to point to an interrupt handler routine (also commonly known as 

a device driver- that takes care of the device like writing the next 

data, reading data and so on). 

 The interrupt mechanism of course saves the value of the PC at the 

interruption so that the CPU can return to the program that was 

interrupted. 

 Interrupts allow the flow of control in the CPU to change easily 

between different contexts, such as a foreground computation and 

multiple I/O devices. 

Interrupts 
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Interrupt Mechanism 
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 Priority based interrupt service- Ex: a program that talks to both a 

high-speed disk drive and a low-speed keyboard should be designed 

to finish a disk transaction before handling a keyboard interrupt. 

 The program that runs when no interrupt is being handled is often 

called the foreground program. 

Interrupt Mechanism 
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 Copying characters from input to output devices with basic 

interrupts 

Interrupt Mechanism-Example 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
57 



 Copying characters from input to output devices with basic 

interrupts 

Interrupt Mechanism-Example 
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 Copying characters from input to output devices with  

interrupts and buffers- The program performs reads and writes 

independently 

 Queue is empty 

 

 Add characters to the tail when an input is received and take 

characters from the head when we are ready for output 

 When the first character is read, the tail is incremented after the 

character is added to the queue, leaving the buffer and pointers  

Interrupt Mechanism-I/O Buffers 
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 When the buffer is full, we leave one character in the buffer 

unused. 

 

 When the output goes past the end of io_buf, 

 

Interrupt Mechanism-I/O Buffers 
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Interrupt Mechanism-I/O Buffers 

≤ 
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Interrupt Mechanism-I/O Buffers 
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Interrupt Mechanism-I/O Buffers 
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Interrupt Mechanism-I/O Buffers 
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Interrupt Mechanism-I/O Buffers-UML Sequence 
Diagram 
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 The CPU implements interrupts by checking the interrupt request 

line at the beginning of execution of every instruction. If an interrupt 

request has been asserted, the CPU does not fetch the instruction 

pointed to by the PC. 

 Instead the CPU sets the PC to a predefined location, which is the 

beginning of the interrupt handling routine.  

Interrupt Mechanism-I/O Buffers-UML Sequence 
Diagram 
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 Interrupt priorities allow the CPU to recognize some interrupts as 

more important than others (Ex: L1-High priority) 

 Interrupt vectors allow the interrupting device to specify its 

handler 

Interrupt Priorities and Vectors 
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 Priority mechanism must ensure that a lower priority interrupt 

does not occur when a higher-priority interrupt is being handled. 

The decision process is known as masking. 

 When an interrupt is acknowledged, the CPU stores in an internal 

register the priority level of that interrupt. 

 When a subsequent interrupt is received, its priority is checked 

against the priority register; the new request is acknowledged only if 

it has higher priority than the currently pending interrupt. 

 The highest priority interrupt is normally called the non-maskable 

interrupt (NMI) (Ex: caused by power failures) 

Interrupt Priorities and Vectors 
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 Interrupts with same priority can be serviced by polling 

mechanism 

Interrupt Priorities and Vectors 
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 Vector number is stored in device, not the CPU 

There is no fixed relationship between vector numbers and 

interrupt handlers.  

Interrupt Vectors 
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A- Highest 

C- Lowest 

Example: I/O with Prioritized Interrupts 
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 Once a device requests an interrupt, some steps are performed by 

the CPU, some by the device, and others by software. 

 CPU: Checks for pending interrupts at the beginning of an 

instruction. It answers the highest priority interrupt, which has a 

higher priority than that given in the interrupt priority register. 

 Device: Receives the acknowledgement from CPU and sends the 

CPU its interrupt vector. 

 CPU: Looks up the device handler address in the interrupt vector 

table using the vector as an index. Current value of the PC, internal 

CPU state and general purpose registers are saved. 

Interrupt overhead 
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 Software: The device driver may save additional CPU state. It then 

performs the required operations on the device. It then restores any 

saved state and executes the interrupt return instruction. 

 CPU: The interrupt return instruction restores the PC and other 

automatically saved states to return execution to the code that was 

interrupted. 

Interrupt overhead 
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 Execution time required for the code that talks directly to the 

devices- Execution time overhead 

Interrupt causes a change in the program counter, it incurs a 

branch penalty. In addition, if the interrupt automatically stores 

CPU registers, that action requires extra cycles, even if the state is 

not modified by the interrupt handler. 

 The interrupt requires extra cycles to acknowledge the interrupt 

and obtain the vector from the device. 

 Interrupt handler will save and restore CPU registers that were 

not automatically  saved by the interrupt. 

Interrupt overhead 
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 The interrupt return instruction incurs a branch penalty as well 

as the time required to restore the automatically saved state. 

Interrupt overhead 
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 ARM7 supports two types of interrupts: fast interrupt requests 

(FIQs) and interrupt requests (IRQs). 

 An FIQ takes priority over an IRQ. 

 The interrupt table is always kept in the bottom memory 

addresses, starting at location 0. 

 The entries in the table typically contain subroutine calls to the 

appropriate handler. 

Interrupts in ARM 
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 ARM7 performs the following steps when responding to an 

interrupt. 

 saves the appropriate value of the PC to be used to return. 

 copies the CPSR into a saved program status register (SPSR). 

 forces bits in the CPSR to note the interrupt, and 

 forces the PC to the appropriate interrupt vector. 

 When leaving the interrupt handler, the handler should: 

 restore the proper PC value. 

 restore the CPSR from the SPSR, and 

 clear interrupt disable flags. 

Interrupts in ARM 
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 The worst case latency to respond to an interrupt includes the 

components: 

 two cycles to synchronize the external request. 

 up to 20 cycles to complete the current instruction. 

 three cycles for data abort, and 

 two cycles to enter the interrupt handling state. 

 This adds up to 27 clock cycles. The best case latency is four clock 

cycle. 

 

Interrupts in ARM 
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 Complex systems are often implemented as several programs 

that communicate with each other. These programs may run under 

the command of an operating system. 

 It may be desirable to provide hardware checks to ensure that the 

programs do not interfere with each other- Additional level of safety. 

 Normal programs run in user mode. 

 The supervisor mode has privileges that user modes do not. 

Control of the memory management unit (MMU) is typically 

reserved for supervisor mode to avoid inadvertent changes in the 

memory management registers. 

Supervisor mode 
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 The ARM instruction that puts the CPU in supervisor mode is 

called SWI. 

 SWI CODE_1 

 SWI causes the CPU to go into supervisor mode and sets the PC to 

0x08. 

 The argument to SWI is a 24-bit immediate value that is passed 

on to the supervisor mode code; it allows the program to request 

various services from the supervisor mode. 

Supervisor mode in ARM 
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 In supervisor mode, the bottom 5 bits of the CPSR are all set to 1. 

 

Supervisor mode in ARM 
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  The old value of the CPSR just before the SWI is stored in a 

register called the saved program status register (SPSR). 

Several SPSRs for different modes, the supervisor SPSR is referred 

to as SPSR_svc 

 To return from the supervisor mode, the supervisor restores the 

PC from register r14 and restores the CPSR from the SPSR_svc. 

Supervisor mode in ARM 
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 An exception is an internally detected error. Ex: division by 

zero. 

 The CPU can more efficiently check the divisors value during 

execution. Since the time at which a zero divisor will be found is not 

known in advance, this event is similar to an interrupt except that it 

is generated  inside the CPU. The exception mechanism provides a 

way for the program to react to such unexpected events. 

 Exceptions are similar to interrupts, however exceptions are 

generated internally. 

Exceptions 
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 Exceptions in general require both prioritization and vectoring. 

 Exceptions must be prioritized because a single operation may 

generate more than one exception. Ex: an illegal operand and an 

illegal memory access. 

 The priority of exceptions is usually fixed by the CPU architecture. 

 Vectoring provides a way for the user to specify the handler for 

the exception condition. 

 The vector number for an exception is usually predefined by the 

architecture; it is used to index into a table of exception handlers. 

Exceptions 
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 A trap also known as a software interrupt, is an instruction that 

explicitly generates an exception condition. 

 The most common use of  a trap is to enter supervisor mode. 

 The entry into supervisor mode must be controlled to maintain 

security. 

 The ARM provides the SWI interrupt for software interrupts. This 

instruction causes the CPU to enter supervisor mode. An opcode is 

embedded in the instruction that can be read by the handler. 

Traps 
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  Co-processors are attached to the CPU and implement some of 

the instructions. Ex: floating point arithmetic in Intel architecture. 

 To support co-processor, certain opcodes must be reserved in the 

instruction set for co-processor operations. 

 Because it executes instructions, a co-processor must be tightly 

coupled to the CPU. 

 When the CPU receives a co-processor instruction, the CPU must 

activate the co-processor and pass it the relevant instruction. 

 Co-processor instructions can load and store co-processor 

registers or can perform internal operations. 

Co-Processors 
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  The CPU can suspend execution to wait for the co-processor 

instruction to finish; it can also take  a more superscalar approach 

and continue executing instructions while waiting for the co-

processor to finish. 

 A CPU may, of course, receive co-processor instructions even when 

there is no co-processor attached. Most architectures use illegal 

instruction traps to handle these situations. 

 The trap handler can detect the co-processor instruction and 

execute it in software on the main CPU. Emulating co-processor 

instructions in software is slower but provides compatibility. 

Co-Processors 
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  Supports up to 16 co-processors. 

 Co-processors are able to perform load and store operations on 

their own registers. 

 They can also move data between the co-processor registers 

and main ARM registers. 

 Ex: Floating point co-processor- It provides eight 80-bit floating 

point data registers and floating point  status registers. 

Co-Processors in ARM 
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  Modern Microprocessor Units (MMU)- do more than just read and 

write a monolithic memory. 

Microprocessor clock rates are increasing rapidly than memory 

speeds. 

 Modern Microprocessor Units (MMU) perform address 

translations that provide a larger virtual memory space in a small 

physical memory. 

Memory System Mechanisms 
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  Caches are widely used to speed up memory system performance. 

 It speeds up average memory access time when properly used. Hit 

(data available in Cache memory) and Miss (data not available in 

Cache memory). 

 A cache is a small, fast memory that holds copies of some of the 

contents of main memory. Because the cache is fast, it provides 

higher-speed access for the CPU; but since it is small, not all the 

requests can be satisfied by the cache, forcing the system to wait for 

the slower main memory. 

Caches 
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  Caching makes sense when the CPU is  using only a relatively 

small set of memory locations at any one time; the set of active 

locations is often called the working set. 

 Ex: Data read from memory 

Caches 
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 Classification of cache miss 

A Compulsory Miss ( Cold miss) occurs the first time a location is used. 

A Capacity Miss is caused by a too-large working set, and 

A Conflict Miss  happens when two locations map to the same location  in the 

cache. 

 

 

Caches in the Memory System 
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 where h – hit rate (probability that a given memory location is in 

the cache) 

1- h is the miss rate (probability that location is not in the cache) 

tav  is the average memory access rate 

tcache is the access time of the cache 

tmain is the main memory access time 

Memory System Performance 
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 Best case memory access time (ignoring cache controller 

overhead) is tcache. Few nano seconds. 

 Worst case access time is tmain. 50-60 ns. 

 

 

 

  

Memory System Performance 
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 L1 cache- first level (closest to the CPU). 

 L2 cache- second level cache (feeds the first level cache): much 

larger but is also slower. 

Multi-level Cache: Two – level cache system 
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 where  L1 – first-level cache 

L2 – second-level cache 

h1 – first-level hit rate 

h2 is the rate at which access hit the second level cache but not 

the first- level cache 

tav  is the average memory access rate 

tmain is the main memory access time 

Two – level cache system 
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 As the program working set changes, we expect locations to be 

removed from the cache to make way for new locations. 

 One possible replacement policy is least recently used (LRU), that 

is, throw out the block that has been used farthest in the past. Add 

relatively small amount of hardware to the cache to keep track of the 

time since last access of each block. 

 Another policy is random replacement, which requires even less 

hardware to implement. 

 

  

Data replacement system in cache 
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 The cache consists of cache blocks, each of which includes a tag to 

show which memory location is represented by this block, a data 

field holding the contents of that memory, and a valid tag to show 

whether the contents of this cache block are valid. 

 

 

  

Direct - Mapped Cache 
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 An address is divided into three sections. 

 Index – used to select which cache block to check 

 Address tag is compared with cache tag selected by the index. If it matches, 

that block includes the desired memory location. 

 If the length of the data field is longer than the minimum addressable unit, 

then the lowest bits of the address are used as an offset to select the required 

value from the data field. 

 If the access is a hit, the data value is read from the cache. 

 

 

  

Direct - Mapped Cache 
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Writing the data in cache needs updation of main memory too. 

Write – Through scheme (every write changes both the cache and the 

corresponding main memory location- usually through the write buffer). This 

method ensures that the cache and main memory are consistent, but may 

generate some additional main memory traffic. 

Write – Back Policy (We write only when we remove a location from the 

cache, we eliminate the writes when a location is written several times before 

it is removed from cache) 

 

 

  

Direct - Mapped Cache 
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 Advantage: Is fast and relatively low cost. 

 Disadvantage: If two popular locations in a program happen to 

map onto the same block, we will not gain the full benefits of the 

cache. 

 

  

Direct - Mapped Cache 
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 A set-associative cache is characterized by the number of banks or 

ways it uses, giving an n-way set associative cache. 

 

  

Set - Associative Cache 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
102 



 A set is formed by all the blocks (one for each bank) that shares the 

same index. Each set is implemented with a direct-mapped cache. 

 A cache request is broadcast to all the banks simultaneously. 

 If any of the sets has the location, the cache reports a hit. 

  

Set - Associative Cache 
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 Therefore, we can simultaneously cache several locations that 

happen to map onto the same cache block. 

 It incurs a little extra overhead and is slightly slower than the 

direct mapped cache, but has higher hit rates. 

Set - Associative Cache 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
104 



 Example: 

2 bits of the address as tag. 

 Direct mapped cache with four blocks 

 two way set associative cache with four sets 

 We use Least recently used (LRU) replacement to make it easy to 

compare the two caches. 

Direct mapped vs Set - Associative Cache 
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Direct mapped vs. Set - Associative Cache 
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 Direct mapping- 001, 010, 011, 100, 101 and 111 

Direct mapped vs. Set - Associative Cache 
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 Set-Associative mapping- 001, 010, 011, 100, 101 and 111 

Four set-two way associative mapping 

Direct mapped vs. Set - Associative Cache 
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 A cache that holds both instructions and data is called a unified 

cache. 

 ARM 600 includes a 4 KB, 64 way unified instruction/data cache. 

 The Strong ARM uses a 16 KB, 32-way instruction cache with a 32-

byte block and a 16 KB, 32 way data cache with a 32-byte block; the 

data cache uses a write-back strategy. 

Caches in ARM 
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 A memory management unit (MMU) translates addresses between 

the CPU and physical memory- Memory mapping (addresses are 

mapped from a logical space into a physical space) 

 When memory became cheap enough that physical memory could 

be larger than the address space defined by the instruction, MMUs 

allowed software to manage multiple programs in a single physical 

memory, each with its own address space- Virtual addressing. 

 Use physical DRAM (Main memory) as a cache for the secondary 

storage (Flash, disk) 

  

Memory Management Units and Address 
Translation 
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 MMU accepts logical addresses from the CPU. Logical addresses 

refer to the program’s abstract address space but do not correspond 

to actual RAM locations. 

 The MMU translates them from tables to physical addresses that 

do correspond to RAM. 

  

Memory Management Units and Address 
Translation 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
111 



 By changing the MMU’s tables. you can change the physical 

location at which the program resides without modifying the 

program’s code or data. 

 In a virtual memory system, the MMU keeps track of which logical 

addresses are actually resident in main memory; those that do not 

reside in main memory are kept on the secondary storage device. 

 When the CPU requests an address that is not in main memory, the 

MMU generates an exception called a page fault. The handler for this 

exception executes code that reads the requested location from the 

secondary storage device into main memory. 

Memory Management Units and Address 
Translation 
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 The program that generated the page fault is restarted by the 

handler only after, 

The required memory has been read back into main memory, and 

The MMU tables have been updated to reflect the changes. 

 The displaced memory is copied into secondary storage before the 

requested location is read in. As with caches, LRU is a good 

replacement policy. 

 

  

Memory Management Units and Address 
Translation 
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 Two styles of Address Translation are, 

Segmented 

Paged 

 Two can also be combined to form a segmented, paged addressing 

scheme. 

 Segmenting is designed to support a large, arbitrarily sized region 

of memory, while pages describe small, equally sized regions. 

Address Translation 
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Address Translation-Segments and Pages 
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Address Translation-Segments and Pages 

 A segment is usually described by its start address and size, 

allowing different segments to be of different sizes.  

 Pages are of uniform size, which simplifies the hardware required 

for address translation. 

 A segmented, paged scheme is created by dividing each segment 

into pages and using two steps for address translation. 

 Paging introduces the possibility of fragmentation as program 

pages are scattered around physical memory. 
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Address Translation for a segment 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
117 



Address Translation for a segment 
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Address Translation for a segment 
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Address Translation for a segment 

 The MMU would maintain a segment register that describes the 

currently active segment. This register would point to the base of the 

current segment. 

 The address extracted from an instruction (or from any other 

source for addresses, such as a register) would be used as the offset 

for the address. 

The physical address is formed by adding the segment base to the 

offset. 

 The segment register may also include the segment size and 

compare the offset to the allowed size. 
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Address Translation for a page 
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Address Translation for a page 

 The logical address is divided into two sections, including a page 

number and an offset.  

The page number is used as an index into a page table, which 

stores the physical address for the start of each page.  

Since all pages have the same size, the MMU simply needs to 

concatenate the top bits of the page starting address with the bottom 

bits from the page offset to form the physical address. 

Pages are small, typically between 512 bytes and 4 KB.  

The page table (kept in main memory- requires an memory access) 

is large for an architecture with a large address space.  
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Page table organization 

 Page table may be organized in several ways, 

 Flat table (The table is indexed by the page number and each entry holds the 

page descriptor) 

 Tree structured ( The root entry of the tree holds pointers to pointer tables 

at the next level of the tree; each pointer table is indexed by a part of the page 

number. We eventually (after three levels, in this case) arrive at a descriptor 

table that includes the page descriptor we are interested in.) 

 A tree-structured page table incurs some overhead for the 

pointers, but it allows us to build a partially populated tree. If some 

part of the address space is not used, we do not need to build the 

part of the tree that covers it. 
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Page table organization 
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Address Translation  

The efficiency of paged address translation may be increased by 

caching page translation information. 

 A cache for address translation is known as a translation lookaside 

buffer (TLB). 

 The MMU reads the TLB to check whether a page number is 

currently in the TLB cache and, if so, uses that value rather than 

reading from memory.  
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Address Translation-TLB  
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Address Translation-TLB  
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Address Translation-TLB  

 When a Virtual Address is accessed, and then looked up, the TLB 

Cache is checked first to see if the Virtual-Physical Address mapping 

is present and if so then a TLB Hit occurs. 

 On the other hand, if the address isn't present, then a TLB Miss 

occurs and the MMU is forced to execute a Page Walk which is the 

process of looking through the Page Tables.  

 Once, the Page Walk has completed and the physical address is 

found, then this information is loaded into the TLB Cache. 

 If Page Walk is unsuccessful, then a Page Fault is raised, and the 

Virtual to Physical Address Mapping is created in the Page Table. 
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Address Translation  

Criteria required for segmenting and paging for virtual memory 

At minimum, a present bit is necessary to show whether the logical segment 

or page is currently in physical memory. 

A dirty bit shows whether the page/segment has been written to. This bit is 

maintained by the MMU, since it knows about every write performed by the 

CPU. 

Permission bits are often used. Some pages/ segments may be readable but 

not writable. If the CPU support modes, pages/ segments may be accessible by 

the supervisor but not in user mode. 

 A data or instruction cache may operate either on logical or 

physical addresses, depending on where it is positioned relative to 

the MMU. 
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MMU in ARM 

 A MMU is an optional part of the ARM architecture.  

The ARM MMU supports both virtual address translation and 

memory protection; the architecture requires that the MMU be 

implemented when cache or write buffers are implemented.  

The ARM MMU supports the following types of memory regions for 

address translation: 

Section (1 MB block of memory) 

Large page (64 KB) 

Small Page (4 KB) 
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ARM MMU Address translation 

An address is marked as section mapped or page mapped. 

 A two-level scheme is used to translate addresses. 

 The first-level table, which is pointed to by the Translation Table 

Base register, holds descriptors for section translation and pointers 

to the second-level tables. 

 The second-level tables describe the translation of both large and 

small pages.  

The first- and second-level pages also contain access control bits 

for virtual memory and protection. 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
131 



ARM Two- stage address translation 
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CPU Performance-Pipelining 

 Modern CPUs are designed as pipelined machines in which several 

instructions are executed in parallel. 

 Pipelining greatly increases the efficiency of the CPU. 

 Branch and go to statements affect the performance of pipelining 

in CPU. 
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 Three – stage pipelining. 

Fetch – instruction fetched from memory. 

Decode – instruction’s opcode and operands are decoded to 

determine the function to perform. 

Execute – the decoded instruction is executed. 

Each stage requires one clock cycle per instruction 

Latency- 3 clock cycles required for single instruction execution 

without pipelining  

Pipelining has a throughput of one instruction per cycle. 

 

ARM 7 Pipelining 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
134 



Pipelined execution of ARM Instructions 

Extended execution is when an instruction is too complex to  

complete the execution phase in a single cycle. Example: Multiple 

load instruction (ldmia r0,[r2,r3]) 
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Pipelined execution of multicycle ARM Instruction 

 

 

 

 

Data stall in the execution of a sequence of instructions. 

 In multiphase execution, the decode stage is also occupied, since it 

must continue to remember the decoded instruction. 
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Pipelined execution of a branch in ARM 

 Branches also introduce control stall delays into the pipeline, 

commonly referred to as the branch penalty. 

 The CPU uses the two cycles between starting to fetch the branch 

target and starting to execute that instruction.  
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Although caches are invisible in the programming model, they have 

a profound effect on performance. 

 The extra time required to access a memory location not in the 

cache is often called the cache miss penalty. 

Data may not be available in cache due to several reasons: 

At a compulsory miss, the location has not been referenced before. 

At a conflict miss, two particular memory locations are fighting for the same 

cache line. 

At a capacity miss, the program’s working set is simply too large for the 

cache. 

 

Caching 
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 When we have several programs running concurrently on the CPU, 

we can have very dramatic changes in the cache contents. 

Caching 
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 Power consumption is as important as execution time. 

Power- energy consumption per unit time. 

 Heat generation depends on power consumption. 

 Battery life depends on energy consumption. 

 Today, virtually all digital systems are built with complementary 

metal oxide semiconductor (CMOS) circuitry. 

 The basic sources of CMOS power consumption are: 

Voltage Drops (dynamic power consumption ∝ square of power supply 

voltage (V2)). Reducing the power supply voltage to the lowest that provide 

the required performance and also by using additional parallel hardware. 

 

CPU Power Consumption 
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Toggling- A CMOS circuit uses most of its power when it is changing its output 

value. By reducing the speed at which the circuit operates, we can reduce its 

power consumption. Eliminating unnecessary glitches at the circuit input and 

output eliminates unnecessary power consumption.  

Leakage- Even when a CMOS circuit is not active, some charge leaks out of the 

circuit nodes through the substrate. The only way to eliminate leakage current 

is to remove the power supply but it usually takes a significant amount of time 

for rebooting the system. 

 

 

CPU Power Consumption 
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CPUs can be used at reduced voltage levels. by reducing power 

supply  causing power consumption reduction. 

CPU can be operated at a lower clock frequency to reduce power 

consumption. 

CPU may internally disable certain function units that are not 

required for the currently executing function, thereby reducing 

energy consumption. 

Some CPUs allow parts of the CPU to be totally disconnected from 

the power supply to eliminate leakage currents. 

 

Power Saving Strategies used in CMOS CPUs 
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Power management features provided by CPUs 

Static power management mechanism-is invoked by the user but 

does not otherwise depend on CPU activities. Example: power down 

mode intended to save energy. Instruction based mode activation. 

Power-down modes typically end upon receipt of an interrupt or 

other events. 

Dynamic power management mechanism takes actions to control 

power based upon the dynamic activity in the CPU when the 

instructions being executed do not need them. 
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Power saving modes of Strong ARM SA-1100 

Run mode  - highest power consumption. 

Idle Mode – saves power by saving the CPU Clock. 

Sleep mode – shuts off most of the chip’s activity and saves about 

three orders of magnitude of power consumption. 

Time taken to reenter run mode from sleep is over a tenth of a 

second. 
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Power saving modes of Strong ARM SA-1100 
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Design Example: Data Compressor 

Data compressor takes in data with a constant number of bits per 

data element and puts out a compressed data stream in which the 

data is encoded in variable length symbols. 
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Requirements and Algorithm 

Huffman coding technique is used for data compression. 

 The data compressor takes in a sequence of input symbols and 

then produces a stream of output symbols. 

 Assume input symbols of one byte in length. 

 The output symbols are variable length, so we have to choose a 

format in which to deliver the output data. (code, length). 

 Bit by bit delivery is also too slow. 

 Data compressor is going to pack the coded symbols into an array. 
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Huffman coding for text compression 

 

 

Text compression algorithms aim at statistical reductions in the 

volume of data. 

 Huffman coding makes use of information on the frequency of 

characters to assign variable length codes to characters. 

 Shorter bit sequences are used to identify more frequent 

characters, then the length of the total sequence will be reduced. 

 To decode the incoming bit string, the code characters must have 

unique prefixes. 
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Huffman coding for text compression 

 

 

Example: Assume that these characters have the following 

probabilities P of appearance in a message. 

 Bottom up approach 
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Huffman coding for text compression 
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Huffman coding for text compression 

 

 

 

 

Reading the codes off the tree from the root to the leaves, we 

obtain the following coding of the characters. 
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Data compressor- Requirement list 
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Data compressor- Specification 

 

 

 

 

 

 

 

For a fully functional system (dynamic), 

 We have to be able to provide the compressor with a new 

symbol table. 

 We should be able to flush the symbol buffer to cause the 

system to release all pending symbols that have been partially 

packed. We may want to do this when we change the symbol 

table or in the middle of an encoding session to keep the 

transmitter busy. 
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Data compressor- Specification 
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Data compressor- Specification 

 

 

 

 

The class’s buffer and current-bit behaviors keep track of the state 

of the encoding. 

 The table attribute provides the current symbol table. 

 The class has three methods as follows: 

 Encode performs the basic encoding function. It takes in a 1-byte 

input symbol and returns two values: a boolean showing whether it 

is returning a full buffer. 

 New symbol-table installs a new symbol table into the object and 

throws away the current contents of the internal buffer. 
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Data compressor- Specification 

 

 

 

 

 

 

 

 Flush returns the current state of the buffer, including the number 

of valid bits in the buffer. 
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Data compressor- Specification 
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Data compressor- Specification 
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Data compressor- Specification 

 

 

 

 

 

 

 

 The data buffer will be used to hold both packed and unpacked 

symbols (such as in symbol table). It defines the buffer itself and the 

length of the buffer. 

 The insert function packs a new symbol into the upper bits of the 

buffer; it also puts the remaining bits in a new buffer if the current 

buffer is overflowed. 

 The symbol-table class indexes the encoded version of each 

symbol. 

 The load function is used to create a new symbol table. 

 

 
Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    

159 



Data compressor- Specification 
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Data compressor- Testing 
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The CPU Bus 

 

 

 

 

 

 

 

 

 

 

 Bus based computer systems created using microprocessors, I/O 

devices and memory components. 

 A computer system encompasses much more than the CPU; it also 

includes memory and I/O devices. The bus is the mechanism by 

which the CPU communicates with memory and devices. 

 A bus is, at a minimum, a collection of wires, but the bus also 

defines a protocol by which the CPU, memory, and devices 

communicate. 
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Bus Protocols 

 

 

 

 

 

 

 

 

 

 

 Basic building block of most protocols is the four-cycle handshake. 

 The handshake uses a pair of wires dedicated to the handshake: 

enq (meaning enquiry) and ack (meaning acknowledge). Extra 

wires are used for the data transmitted during the handshake. 

 

 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
163 



Bus Protocols 

 

 

 

 

 

 

 

 

 

 

 The four cycles are described below, 

 Device 1 raises its output to signal an enquiry, which tells 

device 2 that it should get ready to listen the data. 

 When device 2 is ready to receive, it raises its output to signal 

an acknowledgment. At this point, devices 1 and 2 can transmit 

or receive. 

 Once the data transfer is complete, device 2 lowers its output, 

signaling that it has received the data. 

 After seeing that ack has been released, device 1 lowers its 

output. 
Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    

164 



 

 

 

 

 

 

 

 

 

 

 

 

 

Bus Protocols 
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The CPU Bus 

 

 

 

 

 

 

 

 

 

 

 Bus- set of related wires or bundle (address wires) or a protocol 

for communicating between components. 

 The fundamental bus operations are reading and writing. 
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The CPU Bus 

 

 

 

 

 

 

 

 

 

 

 Clock provides synchronization to the bus components. 

 R/W is true when the bus is reading and false when the bus is 

writing. 

 Address is an a-bit bundle of signals that transmits the address for 

an access. 

 Data is an n-bit bundle of signals that can carry data to or from the 

CPU 

 Data ready signals when the values on the data bundle are valid. 
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The CPU Bus 

 

 

 

 

 

 

 

 

 

 

 All transfers on this basic bus are controlled by the CPU—the CPU 

can read or write a device or memory, but devices or memory cannot 

initiate a transfer. R/W and address lines are unidirectional signals. 

 The behavior of a bus is most often specified as a timing diagram.  

 A timing diagram shows how the signals on a bus vary over time. 

 A’s value is known at all times, so it is shown as a standard 

waveform that changes between zero and one. 

 B and C alternate between changing (does not have a stable value) 

and stable (Ex: address bus) state. 

 Changing signals should not be used for computation. 
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The CPU Bus 

 

 

 

 

 

 

 

 

 

 

 Timing constraints- Ensures that signals go to their proper values 

at proper times. 
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The CPU Bus 

 

 

 

 

 

 

 

 

 

 

 During a read, the external device or memory is sending a value on 

the data lines, while during a write the CPU is controlling the data 

lines. 
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The CPU Bus-Read Operation 

 

 

 

 

 

 

 

 

 

 

 The data ready signal allows  the bus to be connected to devices 

that are slower than the bus. 

External device  need not immediately assert data ready. 

 The cycles between the minimum time at which data can be 

asserted are known as wait states. 

 Wait states are commonly used to connect slow, inexpensive 

memories to buses. 
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The CPU Bus- wait state on a read operation 
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The CPU Bus-Read Operation 

 

 

 

 

 

 

 

 

 

 

 In the burst read transaction, the CPU sends one address but  

receives a sequence of data values. 

Add an extra line to the bus, called burst (signals when a 

transaction is actually a burst). 

Releasing the burst signal tells the device that enough data has 

been transmitted.  

To stop receiving data after the end of data 4, the CPU releases the 

burst signal at the end of data 3 since the device requires some time 

to recognize the end of the burst. Those values come from successive 

memory locations starting at the given address. 
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The CPU Bus-Read Operation 
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The CPU Bus-Read Transaction 

 

 

 

 

 

 

 

 

 

 

 State diagram represents the transition of control signals.  
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The CPU Bus-Multiplexed Address/Data line 

 

 

 

 

 

 

 

 

 

 

Some buses use multiplexed address and data.  

Additional control lines are provided to tell whether the value on 

the address/data lines is an address or data.  

Typically, the address comes first on the combined address/data 

lines, followed by the data. 

The address can be held in a register until the data arrive so that 

both can be presented to the device (such as a RAM) at the same 

time. 
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The CPU Bus-Multiplexed Address/Data line 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

Standard bus transactions require the CPU to be in the middle of 

every read and write transaction.  

However, there are certain types of data transfers in which the CPU 

does not need to be involved. For example, a high-speed I/O device 

may want to transfer a block of data into memory. 

 This capability requires that some unit other than the CPU be able 

to control operations on the bus. 

 Direct memory access (DMA) is a bus operation that allows reads 

and writes not controlled by the CPU. 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

A DMA transfer is controlled by a DMA controller, which requests 

control of the bus from the CPU.  

After gaining control, the DMA controller performs read and write 

operations directly between devices and memory. 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

 The DMA requires the CPU to provide two additional bus signals: 

 The bus request is an input to the CPU through which DMA 

controllers ask for ownership of the bus. 

 The bus grant signals that the bus has been granted to the DMA 

controller 

 A device that can initiate its own bus transfer is known as a bus 

master. 

 The DMA controller uses these two signals to gain control of the 

bus using a classic four-cycle handshake.  
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

The bus request is asserted by the DMA controller when it wants to 

control the bus, and the bus grant is asserted by the CPU when the 

bus is ready. 

 The CPU will finish all pending bus transactions before granting 

control of the bus to the DMA controller. When it does grant control, 

it stops driving the other bus signals: R/W, address, and so on.  

 Upon becoming bus master, the DMA controller has control of all 

bus signals (except, of course, for bus request and bus grant). 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

 Once the DMA controller is bus master, it can perform reads and 

writes using the same bus protocol as with any CPU-driven bus 

transaction.  

 Memory and devices do not know whether a read or write is 

performed by the CPU or by a DMA controller. 

 After the transaction is finished, the DMA controller returns the 

bus to the CPU by de-asserting the bus request, causing the CPU to 

de-assert the bus grant. 

 The CPU controls the DMA operation through registers in the DMA 

controller. 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

 A typical DMA controller includes the following three registers: 

A starting address register specifies where the transfer is to 

begin. 

A length register specifies the number of words to be 

transferred. 

A status register allows the DMA controller to be operated by 

the CPU. 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

 The CPU initiates a DMA transfer by setting the starting address 

and length registers appropriately and then writing the status 

register to set its start transfer bit. 

After the DMA operation is complete, the DMA controller 

interrupts the CPU to tell it that the transfer is done. 

What is the CPU doing during a DMA transfer?  

 If the CPU has enough instructions and data in the cache and 

registers, it may be able to continue doing useful work for quite 

some time. But once the CPU needs the bus, it stalls until the DMA 

controller returns bus mastership to the CPU. 
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Direct Memory Access (DMA) 
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Direct Memory Access (DMA) 

 

 

 

 

 

 

 

 

 

 

 To prevent the CPU from idling for too long, most DMA controllers 

implement modes that occupy the bus for only a few cycles at a time. 

 For example, the transfer may be made 4, 8, or 16 words at a time. 
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System Bus Configurations 

 

 

 

 

 

 

 

 

 

 

 A microprocessor system often has more than one bus. 

 High-speed devices may be connected to an high-performance 

bus, while lower-speed devices are connected to a different bus. 

 A small block of logic known as a bridge allows the buses to 

connect to each other. 
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System Bus Configurations 

 

 

 

 

 

 

 

 

 

 

 There are several good reasons to use multiple buses and bridges: 

 Higher-speed buses may provide wider data connections. 

 A high-speed bus usually requires more expensive circuits and 

connectors. The cost of low-speed devices can be held down by 

using a lower-speed, lower-cost bus. 

 The bridge may allow the buses to operate independently, 

thereby providing some parallelism in I/O operations. 

 The bridge serves as a protocol translator between the two 

bridges as well. 
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AMBA BUS in ARM 

 

 

 

 

 

 

 

 

 

 

 ARM has created a separate bus specification for single-chip 

systems.  

 The AMBA bus [ARM99A] supports CPUs, memories, and 

peripherals integrated in a system-on-silicon.  

The AMBA specification includes two buses. The AMBA high-

performance bus (AHB) is optimized for high-speed transfers and is 

directly connected to the CPU.  

 It supports several high-performance features: pipelining, burst 

transfers, split transactions, and multiple bus masters. 
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AMBA BUS in ARM 

 

 

 

 

 

 

 

 

 

 

 A bridge can be used to connect the AHB to an AMBA peripherals 

bus (APB). It consumes relatively little power. 

 The AHB assumes that all peripherals act as slaves. 

 It does not perform pipelined operations, which simplifies the bus 

logic. 
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AMBA BUS in ARM 
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Memory Devices-Organization 

 

 

 

 

 

 

 

 

 

 

 We need to understand the pinouts of these memories and how 

values are read and written. 

 Characterize a memory by its capacity (Ex: 256 MB). 

 Memories can be of same capacity  with different data width. 

 64 M x 4-bit array with a maximum  address of 226 different 

address. 

 32 M x 8-bit array with a maximum address of 225 different 

addresses. 

 The height/width ratio of a memory is known as its aspect ratio. 
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Memory Devices-Organization 

 

 

 

 

 

 

 

 

 

 

 Internally, the data are stored in a 2D array of memory cells. 

 The n-bit address received by the chip is split into a row and a 

column address (n=r+c) . 
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Memory Devices-Organization 

 

 

 

 

 

 

 

 

 

 

 Enable signal controls the tri-stating of data onto the memory’s 

pins. 

 A read/write (R/W) signal on read/write memories controls the 

direction of data transfer; memory chips do not typically have 

separate read and write data pins. 
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Random-Access Memories 

 

 

 

 

 

 

 

 

 

 

 Random-access memories can be both read and written. 

 They are called random access because, unlike magnetic disks, 

addresses can be read in any order. 

 dynamic RAM (DRAM) 

 DRAM is very dense; however, require that its values be refreshed 

periodically since the values inside the memory cells decay over 

time. 

 The dominant form of dynamic RAM today is  synchronous DRAMs 

(SDRAMs), which uses clocks to improve DRAM performance. 
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Random-Access Memories 

 

 

 

 

 

 

 

 

 

 

 SDRAMs use Row Address Select (RAS) and Column Address 

Select (CAS) signals to break the address into two parts, which select 

the proper row and column in the RAM array. 

 Signal transitions are relative to the SDRAM clock, which allows 

the internal SDRAM operations to be pipelined. 

 SDRAMs use a separate refresh signal to control refreshing. 

DRAMs has to be refreshed roughly once per millisecond. 

 Rather than refresh the entire memory at once, DRAMs refresh 

part of the memory at a time. 
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Random-Access Memories 
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Random-Access Memories 

 

 

 

 

 

 

 

 

 

 

 When a section of memory is being refreshed, it cannot be 

accessed until the refresh is complete. 

 The memory refresh occurs fairly few seconds so that each section 

is refreshed every few microseconds. 

 SDRAMs include registers that control the mode in which the 

SDRAM operates. SDRAMs support burst modes that allow several 

sequential addresses to be accessed by sending only one address. 

 Interleaved mode exchanges pairs of bytes. 

Double-data rate (DDR) SDRAMs, DDR2 and DDR3- faster 

synchronous DRAMs-more operations per clock cycle. 
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SIMMs and DIMMs 

 

 

 

 

 

 

 

 

 

 

 Memory for PCs is generally purchased as single in-line memory 

modules (SIMMs) or double in-line memory modules (DIMMs).  

 A SIMM or DIMM is a small circuit board that fits into a standard 

memory socket. 

 A DIMM has two sets of leads compared to the SIMM’s one.  

 Memory chips are soldered to the circuit board to supply the 

desired memory. 
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Read-Only Memories 

 

 

 

 

 

 

 

 

 

 

 Read-only memories (ROMs)-preprogrammed with fixed data. 

 less sensitive to radiation induced errors. 

 Several types of ROM: 

 factory-programmed ROM (mask-programmed ROM) 

 field-programmable ROM (Flash memory-electrically erasable) 

 Flash memory uses standard system voltage for erasing and 

programming, allowing it to be reprogrammed inside a typical 

system. 

 Modern devices allow memory to be erased in blocks. 

 Block protection is also possible (boot-block flash) 
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I/O Devices-Timers and Counters 

 

 

 

 

 

 

 

 

 

 

Timers and counters are distinguished by their use, not their logic.  

Both are built from adder logic with registers to hold the current 

value, with an increment input that adds one to the current register 

value. 

 Timer is incremented by a periodic signal (clock-to measure time 

intervals). 

 Counter is incremented by an asynchronous or occasional signal  

(to count the number of occurrences of some external event). 
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I/O Devices-Timers and Counters 

 

 

 

 

 

 

 

 

 

 

 An n-bit counter/timer uses an n-bit register to store the current 

state of the count and an array of half subtractors to decrement the 

count when the count signal is asserted.  

 Combinational logic checks when the count equals zero; the done 

output signals the zero count. It is often useful to be able to control 

the time-out, rather than require exactly 2n events to occur. For this 

purpose, a reset register provides the value with which the count 

register is to be loaded. 

 The counter/timer provides logic to load the reset register.  
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I/O Devices-Timers and Counters 
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I/O Devices-Timers and Counters 

 

 

 

 

 

 

 

 

 

 

 Most counters provide both cyclic and acyclic modes of operation. 

 In the cyclic mode, once the counter reaches the done state, it is 

automatically reloaded and the counting process continues. 

 In acyclic mode, the counter/timer waits for an explicit signal from 

the microprocessor to resume counting. 
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I/O Devices-Watchdog Timer 

 

 

 

 

 

 

 

 

 

 

 I/O device used for internal operation of the system. 

 Watchdog timer is connected into the CPU bus and also to the 

CPU’s reset line. 

 The CPU’s software is designed to periodically reset the watchdog 

timer, before the timer ever reaches its time-out limit. 

 If the watchdog timer ever does reach that limit, its time-out 

action is to reset the processor.  

 This event occurs whenever there is an software flaw or hardware 

problem that has caused the CPU to misbehave. 
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I/O Devices-Watchdog Timer 
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I/O Devices-ADC and DAC 

 

 

 

 

 

 

 

 

 

 

 Analog/Digital (A/D) and Digital/Analog (D/A) convertors are 

often used to interface non digital devices to embedded systems. 

 Analog/digital conversion requires sampling the analog input 

before converting it to digital form.  

 A control signal causes the A/D converter to take a sample and 

digitize it. 

 Fixed time and variable time converters provide a done signal so 

that the microprocessor knows when the value is ready. 
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I/O Devices-ADC and DAC 

 

 

 

 

 

 

 

 

 

 

 A data port allows A/D registers to be read and written, and a 

clock input tells when to start the next conversion. 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
208 



I/O Devices-Keyboards 

 

 

 

 

 

 

 

 

 

 

 A keyboard is basically an array of switches, but it may include 

some internal logic to help simplify the interface to the 

microprocessor. 

 A switch uses a mechanical contact to make or break an electrical 

circuit. 

The major problem with mechanical switches is that they bounce .  

 When the switch is depressed by pressing on the button attached 

to the switch’s arm, the force of the depression causes the contacts to 

bounce several times until they settle down.  
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I/O Devices-Keyboards 

 

 

 

 

 

 

 

 

 

 

 If this is not corrected, it will appear that the switch has been 

pressed several times, giving false inputs. 

 A hardware debouncing circuit can be built using a one-shot timer. 

 Software can also be used to debounce switch inputs. 
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I/O Devices-Keyboards 

 

 

 

 

 

 

 

 

 

 

 PC keyboards contains a microprocessor to preprocess button 

inputs. 

 PC keyboards typically use a 4-bit microprocessor to provide the 

interface between the keys and the computer. 

 The microprocessor can provide debouncing. 

An encoded keyboard uses some code to represent which switch is 

currently being depressed.  

 A scanned keyboard array reads only one row of switches at a 

time. 
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I/O Devices-Keyboards 

 

 

 

 

 

 

 

 

 

 

 The row address and column output can be used for encoding, or 

circuitry can be used to give a different encoding. 

 Rollover (Ex: if you press ‘a’ and then press ‘b’ before releasing ‘a’). 

 n-key rollover- rollover keys are sensed, put on a stack, and 

transmitted in sequence as keys are released. 
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I/O Devices-LEDs 

 

 

 

 

 

 

 

 

 

 

 Light emitting diodes (LEDs)- provides status information. 

 A resistor is connected between the output pin and the LED to 

absorb the voltage difference between the digital output voltage and 

the 0.7 V drop across the LED.  

 When the digital output goes to 0, the LED voltage is in the 

device’s off region and the LED is not on. 
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I/O Devices-Displays 

 

 

 

 

 

 

 

 

 

 

 A display device may be either directly driven or driven from a 

frame buffer. 
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I/O Devices-Displays 

 

 

 

 

 

 

 

 

 

 

 A single-digit display typically consists of seven segments; each 

segment may be either an LED or a liquid crystal display (LCD) 

element. 

 The digit input is used to choose which digit is currently being 

updated, and the selected digit activates its display elements based 

on the current data value. 

 The display’s driver is responsible for repeatedly scanning 

through the digits and presenting the current value of each to the 

display. 
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I/O Devices-Displays 

 

 

 

 

 

 

 

 

 

 

 A frame buffer is a RAM that is attached to the system bus. 

 The microprocessor writes values into the frame buffer in 

whatever order is desired.  

 The pixels in the frame buffer are generally written to the display 

in raster order. 

Many large displays are built using LCD. Each pixel in the display is 

formed by a single liquid crystal.  

 Early LCD panels were called passive matrix because they relied 

on a two-dimensional grid of wires to address the pixels. 
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I/O Devices-Displays 

 

 

 

 

 

 

 

 

 

 

Modern LCD panels use an active matrix system that puts a 

transistor at each pixel to control access to the LCD.  

 Active matrix displays provide higher contrast and a higher-

quality display. 
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I/O Devices-Touchscreens 

 

 

 

 

 

 

 

 

 

 

A touchscreen is an input device overlaid on an output device.  

 The touchscreen registers the position of a touch to its surface.  

 By overlaying this on a display, the user can react to information 

shown on the display. 

The two most common types of touchscreens are resistive and 

capacitive. 

A resistive touchscreen uses a two-dimensional voltmeter to sense 

position.  
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I/O Devices-Touchscreens 
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I/O Devices-Touchscreens 

 

 

 

 

 

 

 

 

 

 

 The touchscreen consists of two conductive sheets separated by 

spacer balls.  

 The top conductive sheet is flexible so that it can be pressed to 

touch the bottom sheet. 

 A voltage is applied across the sheet; its resistance causes a 

voltage gradient to appear across the sheet. 

 The top sheet samples the conductive sheet’s applied voltage at 

the contact point. 

 An analog/digital converter is used to measure the voltage and 

resulting position.  
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I/O Devices-Touchscreens 

 

 

 

 

 

 

 

 

 

 

 The touchscreen alternates between x and y position sensing by 

alternately applying horizontal and vertical voltage gradients. 
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Component  Interfacing- Memory 

 

 

 

 

 

 

 

 

 

 

 To build a memory that is wider than we can buy on a single chip 

(by placing RAMs in parallel-32 bits , 64 bits etc)  

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
222 



Component  Interfacing- Device 

 

 

 

 

 

 

 

 

 

 

 I/O devices are designed to interface directly to a particular bus. 

forming glueless interfaces. 

 Glue logic is required when a device is connected to a bus for 

which it is not designed. 

 An I/O device typically requires a much smaller range of 

addresses than a memory. 

 Additional logic is required to cause the bus to read and write the 

device registers. 
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Component  Interfacing- Device 
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Component  Interfacing- Device 

 

 

 

 

 

 

 

 

 

 

 The device has four registers that can be read and written by 

presenting the register number on the regid pins, asserting R/W as 

required, and reading or writing the value on the regval pins. 

 To interface to the bus, the bottom two bits of the address are used 

to refer to registers within the device, and the remaining bits are 

used to identify the device itself. 

The top bits of the address are sent to a comparator for testing 

against the device address. 

The device’s address can be set with switches to allow the 

address to be easily changed. 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
225 
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 When the bus address matches the device’s, the result is used to 

enable a transceiver for the data pins.  

 The comparator’s output is also used to modify the R/W signal. 
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 involves much more than the CPU. 

 any part of the system can affect total system performance. 

 CPU provides an upper bound on performance, but any other part 

of the system can slow down the CPU. 

 Ex: Move data from memory to the CPU 
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 Steps involved in getting the data from memory to the CPU, 

 read from the memory 

 transfer over the bus to the cache; and 

 transfer from the cache to the CPU 

 The time required to transfer from the cache to the CPU is 

included in the instruction execution time, but the other two times 

are not. 

 Basic measure of performance- bandwidth: the rate at which we 

can move data. 
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 Another way to measure performance is in units of clock cycles. 

 But, different parts of the system will run at different clock rates. 

 Bandwidth comes up when we are transferring large blocks of 

data. 

 Ex: Bandwidth provided by only one system component, the bus. 

 Image of 320 x 240 pixels, with each pixel composed of 3 bytes of 

data. 

 Grand total of 230,400 bytes of data. 

 If images are video frames-1/30 s 
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 Assume that we can transfer one byte of data every microseconds- 

Bus speed of 1 MHz. 

 230400 bytes require 230400 μs=0.23 s to transfer one frame. 

 1/30 s=0.033 s allotted to the data transfer of one frame. 

 Therefore, we would have to increase the transfer rate by 7x to 

satisfy our performance requirement. 

 Bandwidth can be increased in two ways, 

 increase the clock rate of the bus. 

 increase the amount of data transferred  per clock cycle. 
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 Let P- bus clock period 

 W- bus width in units of bytes 

 T- units of bus cycles 

 t- real time 

 t=TP 

 

Dr. V. Sathiesh Kumar                           Department of Electronics Engineering, MIT, India    
231 



System-level performance analysis 

 

 

 

 

 

 

 

 

 

 

 A basic bus transfer transfers a W-wide set of bytes. 

 The data transfer itself takes D clock cycles. 

 Ideally, D=1, but a memory that introduces wait states is one 

example of a transfer that could require D>1 cycles. 
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 Addresses, handshaking and other activities constitute overhead 

that may occur before (O1) or after (O2) the data. 

 For simplicity, we will lump the overhead into O=O1+O2. 

 The total transfer time for N bytes of data is given by, 

 

 

 A burst transaction performs B transfers of W bytes each. Each of 

those transfers will require D clock cycles. 

 The bus also introduces O cycles of overhead per burst. 
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 This gives, 

 

 

 The width of the memory determines the number of bits we can 

read from the memory in one cycle- Data bandwidth. 
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 We may also change the format of our data to accommodate the 

memory components. 
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 Memory chips do not come in extremely wide aspect ratios. 

 By choosing chips with the right aspect ratio, we can build a 

memory system with the total amount of storage that we want and 

that presents the data with that we want. 

 SIMMs or DIMMs are wide but generally come in fairly standard 

widths. 

 Time required to read or write a memory is important in 

determining the performance. 

 Page modes operate similar to that of burst modes in buses. 
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 If the data type do not fit naturally into the width of the memory. 

 Ex: To store color video pixels (24-bit color values-Red, Green and 

Blue) in our memory (24-bit wide memory or 8-bit wide memory or 

32-bit wide memory ) 

 If we have a 32-bit-wide memory, we have two main choices:  

  We could waste one byte of each transfer or use that byte to store 

unrelated data.   
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 We could pack the pixels. The first read would get all of the first 

pixel and one byte of the second pixel; the second transfer would get 

the last two bytes of the second pixel and the first two bytes of the 

third pixel; and so forth. 

 The total number of accesses required to read E data elements of 

w bits each out of a memory of widthW is: 
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 Computer systems have multiple components.  

 When different components of the system operate in parallel, we 

can get more work done in a given amount of time.  

 Ex: Direct memory access- DMA was designed to off-load memory 

transfers from the CPU. The CPU can do other useful work while the 

DMA transfer is running. 
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 The top timing diagram shows activity in the system when the CPU 

first performs some setup operations, then waits for the bus transfer 

to complete, then resumes its work. 

 In the bottom timing diagram, once the first transfer is done, the 

CPU can start working on that data. Meanwhile, thanks to DMA, the 

second transfer happens on the bus at the same time. 

 Once that data arrives and the first calculation is finished, the CPU 

can go on to the second part of the computation.  

 The result is that the entire computation finishes considerably 

earlier than in the sequential case. 
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